
Exam Deep Reinforcement Learning

Professur für Künstliche Intelligenz - Fakultät für Informatik - TU Chemnitz

General comments
• You should have received an appointment for an oral examination. Please be in front of the 348 in advance. Do

not forget your student ID.

• The exam lasts 30 minutes, including deliberation.

• You will be asked initially quite generic questions (e.g. how does DQN works?). Your job is to answer as precisely
and concisely as possible. The goal is to convince the examiner that you have understood the main idea, do not
provide all the details you know. If the examiner wants to know more about a particular aspect, he will ask for it.

• If you do not know the answer to a question, just say it and we will move on to the next question. It impacts
a little bit your grade, of course, but you will have the possibility to answer the next ones and recover. If you
instead try to bullsh*t the examiner, a lot of time will be lost and this will be reflected in your grade.

• The whole syllabus is at the program: questions can be asked about anything seen in the lectures. However, there
are topics which are more important than others. The following is not a rule or binding in any way, many other
factors may play a role, but just as an indication:

– If you only want to pass and be done with it, it is expected that you at least know the basics of RL (return,
value functions, Monte-Carlo, Q-learning) and a bit of deep RL (basic idea of DQN).

– If you want an average to good grade, you should know in addition more advanced concepts, such the
bias/variance trade-off of estimators, the principle of PG, A3C, DDPG and PPO, the idea behind model-
based RL, etc.

– If you want a very good grade, you will have to be able to provide more mathematical details about the
algorithms and have a bird-eye view on the field.

• The questions adapt to your performance: if you are already struggling with the basic questions, you won’t be
asked very difficult ones just to watch you fail. The goal is to fairly estimate what you know and give you the
corresponding grade.

• There will be no specific question on the exercises or Python programming.

• At the end of the exam, we will ask you to leave the room temporarily, we deliberate about the grade and then
give you a bit of feedback.

Sample questions
Here is a non-exhaustive list of sample questions that may or may not be asked during the exam.

Easy ones

• What is the goal of reinforcement learning?

• Explain what a MDP is.

• What does the value of a state represent?

• What is the exploitation/exploration dilemma and why is it hard?

1



• Explain the principle of Monte-Carlo control / SARSA / Q-learning / eligibility traces, etc.

More complex ones

• Why and when do you need importance sampling?

• What is the role of an experience replay memory? What kind of RL methods can use it? What is the alternative?

• Compare the relative advantages of on-policy and off-policy methods.

• n-step advantages allow a trade-off between bias and variance. Why?

• Explain how DQN / A3C / DDPG / PPO / I2A / AlphaGo works.

Difficult ones, but that means you are doing well

• Distributional learning: why is it advantageous to learn the distribution of returns instead of their expectations?
How is it done in C51?

• Explain the deterministic gradient theorem.

• Why do we need to clip the importance sampling weight in PPO?
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